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YET ANOTHER PARALLELIZING COMPILER?

There is always 
interest in the topic

Easy porting of apps 
to MPI+X 

programming 
environments is of 

high interest

What are the new 
innovations?

There is no 
expectation of a 

magic silver bullet to 
solve automatic 
parallelization

What are the 
technological 
differences?

It seems that only 
simple codes have 

been tried

Parallware is a 
pretty interesting 

tool

Are there early 
successes with real 

codes?



WHY OTHER “SIMILAR” TOOLS USUALLY FAIL?

Cray Reveal tool

ICC compiler GCC compilerPGCC compiler

HMPP compiler



CLASSICAL
DEPENDENCE

ANALYSIS

HIERARCHICAL
CLASSIFICATION

FOR 
DEPENDENCE

ANALYSIS



CLASSICAL
DEPENDENCE

ANALYSIS



SOLVE A MATHEMATICAL EQUATION

for(int i=1; i<n; i++) {
   A[i+1] = A[i] + 1;
}

Iteration at source:  I0 + 1
Iteration at sink:  I0 + ΔI
Forming an equality gets us: I0 + 1 = I0 + ΔI
Solving this gives us: ΔI = 1

The loop is sequential because:
● Exist carried dependences 

between consecutive loop 
iterations

● Direction vector (<)
● Distance vector (1)



SOLVE A SYSTEM OF MATHEMATICAL EQUATIONS

for(int i=0; i<n; i++) {
   for(int j=0; j<n; j++) {
      for(int k=0; k<n; k++) {
         A[i+1][j][k] = A[i][j][k+1] + 1;
      }
   }
}

Forms equalities in each array dimension:

       I0 + 1 = I0 + ΔI
       J0 = J0 + ΔJ
       K0 = K0 + 1 + ΔK
Solutions: 

        ΔI = 1    ΔJ = 0    ΔK = -1

Precise information about each loop in the 
loop nest:

● Exist carried dependences between 
consecutive iterations of loop I and K.

● Direction vector (<, =, >)



01 void fun(double* A, int N) {
02 for(int i = 0; i < N; i++)
03 A[i] = A[i-1] + 1;
04 }

FLOW deps
OUTPUT deps
ANTI deps

$ icc file.c -std=c99 -c -O3 -xAVX -Wall -vec-report3 -opt-report3 -restrict -parallel -openmp -guide
icc (ICC) 13.1.1 20130313
...
HPO THREADIZER REPORT (fun) LOG OPENED ON Fri Sep 25 18:06:09 2015
HPO Threadizer Report (fun)
file.c(2:2-2:2):PAR:fun:  loop was not parallelized: existence of parallel dependence
file.c(3:3-3:3):PAR:fun:  potential FLOW dependence on A.
...
HPO VECTORIZER REPORT (fun) LOG OPENED ON Fri Sep 25 18:06:09 2015
file.c(2): (col. 2) remark: loop was not vectorized: existence of vector dependence.
file.c(3): (col. 3) remark: vector dependence: assumed FLOW dependence between A line 3 and A line 3.
file.c(2:2-2:2):VEC:fun:  loop was not vectorized: existence of vector dependence
file.c(3:3-3:3):VEC:fun:  potential FLOW dependence on A.
...



01 void atmux(double* restrict y, … , int n)
08 {
09 for(int t = 0; t < n; t++)
10 y[t] = 0;
11
12 for(int i = 0; i < n; i++) {
13 for (int k = row_ptr[i]; k < row_ptr[i+1]; k++) {
14 y[col_ind[k]] += x[i] * val[k];
15 }
16 }
17 }

FLOW deps
OUTPUT deps
ANTI deps

$ icc atmux.c -std=c99 -c -O3 -xAVX -Wall -vec-report3 -opt-report3 -restrict -parallel -openmp -guide
icc (ICC) 13.1.1 20130313
...
HPO THREADIZER REPORT (atmux) LOG OPENED ON Fri Sep 25 18:04:15 2015
HPO Threadizer Report (atmux)
atmux.c(9:2-9:2):PAR:atmux:  loop was not parallelized: existence of parallel dependence
atmux.c(10:3-10:3):PAR:atmux:  potential ANTI dependence on y.
potential FLOW dependence on y.
atmux.c(9:2-9:2):PAR:atmux:  LOOP WAS AUTO-PARALLELIZED
atmux.c(12:2-12:2):PAR:atmux:  loop was not parallelized: existence of parallel dependence
atmux.c(13:3-13:3):PAR:atmux:  loop was not parallelized: existence of parallel dependence
...



HIGHLY SENSITIVE 
TO PROGRAM 
CODIFICATION

A guide to vectorization with Intel C++ Compilers
https://software.intel.com/en-us/articles/a-guide-to-auto-vectorization-with-intel-c-compilers
https://software.intel.com/sites/default/files/8c/a9/CompilerAutovectorizationGuide.pdf

Auto-Vectorization with the Intel Compilers: is Your Code Ready for Sandy Bridge and Knights Corner?
http://research.colfaxinternational.com/file.axd?file=2012%2f3%2fColfax_Sandy_Bridge_AVX.pdf

Test-driving Intel Xeon Phi coprocessors with a basic N-body simulation
http://research.colfaxinternational.com/file.axd?file=2013%2f1%2fColfax_Nbody_Xeon_Phi.pdf
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https://software.intel.com/en-us/articles/a-guide-to-auto-vectorization-with-intel-c-compilers
https://software.intel.com/en-us/articles/a-guide-to-auto-vectorization-with-intel-c-compilers
https://software.intel.com/sites/default/files/8c/a9/CompilerAutovectorizationGuide.pdf
https://software.intel.com/sites/default/files/8c/a9/CompilerAutovectorizationGuide.pdf
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http://research.colfaxinternational.com/file.axd?file=2012%2f3%2fColfax_Sandy_Bridge_AVX.pdf
http://research.colfaxinternational.com/file.axd?file=2013%2f1%2fColfax_Nbody_Xeon_Phi.pdf
http://research.colfaxinternational.com/file.axd?file=2013%2f1%2fColfax_Nbody_Xeon_Phi.pdf
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THERE ARE WELL-KNOWN PARALLELIZATION STRATEGIES
THAT APPLY TO “CLASSES OF CODES”

for(i=1; i<n; i++) {
   A[i] = A[i] + A[i-1];
}

sum = 0;
for(i=0; i<n; i++) {
   sum = sum + A[i];
}

for(i=0; i<n; i++) {
   A[i] = i;
}



“SCALAR REDUCTION” CLASS

sum = 0.0;
for (i = 0; i < N; i++) {
   double x = (i + 0.5) / N;
   sum += sqrt(1 - x * x);
}
pi = 4.0 / N * sum;

“IRREGULAR REDUCTION” CLASS

for(t = 0; t < n; t++) {
   y[t] = 0;
}
for(i = 0; i < n; i++) {
   for (k = row_ptr[i]; k < row_ptr[i+1]; k++) {
      y[col_ind[k]] += x[i] * val[k];
   }
}

Computation of PI
Product sparse-matrix 
by vector (ATMUX)



FOCUS ON INFORMATION RELEVANT 
FOR THE EXTRACTION OF PARALLELISM

for(i=1; i<n; i++) {
   B[A[i]] += 2000;
}

r = 0;
for(i=0; i<n; i++) {
   r = r + A[i];
}

for(i=0; i<n; i++) {
   A[i] = 2000;
}

r = 0;
for(i=0; i<n; i++) {
   if ( A[i] > 0 ) {
      r = r + B[i];
   }
}

CONTEXTUAL
CLASSIFICATION

SYSTEM



GREAT CHALLENGE FOR PARALLELIZING COMPILERS

TUNING OF THE 
SYSTEM TO 

HANDLE SYNTAX 
VARIATIONS

sum = 0.0;
for (i = 0; i < N; i++) {
   double x = (i + 0.5) / N;
   sum += sqrt(1 - x * x);
}
pi = 4.0 / N * sum;

Computation of PI

sum = 0.0;
for (i = 0; i < N; i++) {
   sum += sqrt(1 - ((i + 0.5) / N) * ((i + 0.5) / N));
}
pi = 4.0 / N * sum;

double f(int i, int N) 
{
   return ((i + 0.5) / N);
}
----------------------------------------------
sum = 0.0;
for (i = 0; i < N; i++) {
   sum += sqrt(1 - f(i,N) * f(i,N) );
}
pi = 4.0 / N * sum;



Correct & efficient
auto-parallelization

not disabled by
unknown loop bounds

&
indirect array accesses

FOCUS ON STRATEGIES FOR SPARSE COMPUTATIONS
ATOMIC vs PRIVATE+REDUCTION



FOCUS ON STRATEGIES FOR SPARSE COMPUTATIONS
ATOMIC vs PRIVATE+REDUCTION

https://www.youtube.com/watch?
v=oTup-OgoLfs

Watch our 
live demo at
PRACEDays

(May 2015)



WHY SHOULD 
PARALLWARE 

SUCCEED?

HIERARCHICAL
CLASSIFICATION

FOR
DEPENDENCE

ANALYSIS - INCREMENTAL GROWING OF 
THE HIERARCHY OF CODE 
CLASSES

- FAST 
- EXTENSIBLE
- EFFECTIVE
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                  SUCCESS STORIES

LAB CODES REAL CODES

Product matrix-vector

Product sparse matrix-vector

Matrix multiplication

Computation of PI

Laplace transform

Coulomb law

Mandelbrot sets

...

EP
BT

clvrleaf
CG
CSP
...

MantevoNPB SPECaccel others

QUAKE
CEM_MOM
CEM_FDTD
ShWaters

...



 
LAPLACE: Good performance & scalability



 
ATMUX: Good performance & scalability



 
NPB_EP: Good performance & scalability



 
NPB_BT: Ongoing work...



 
NPB_BT: Ongoing work...
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A guide to parallelization 
with Parallware Compiler

http://openmpcon.org/a-success-case-using-parallware-the-nas-parallel-benchmark-ep/

A guide to vectorization with Intel C++ Compilers
https://software.intel.com/en-us/articles/a-guide-to-auto-vectorization-with-intel-c-compilers
https://software.intel.com/sites/default/files/8c/a9/CompilerAutovectorizationGuide.pdf

Auto-Vectorization with the Intel Compilers: is Your Code Ready for Sandy Bridge and Knights Corner?
http://research.colfaxinternational.com/file.axd?file=2012%2f3%2fColfax_Sandy_Bridge_AVX.pdf

Test-driving Intel Xeon Phi coprocessors with a basic N-body simulation
http://research.colfaxinternational.com/file.axd?file=2013%2f1%2fColfax_Nbody_Xeon_Phi.pdf

HOW TO MAKE NPB_EP PARALLWARE-READY?

http://openmpcon.org/a-success-case-using-parallware-the-nas-parallel-benchmark-ep/
http://openmpcon.org/a-success-case-using-parallware-the-nas-parallel-benchmark-ep/
https://software.intel.com/en-us/articles/a-guide-to-auto-vectorization-with-intel-c-compilers
https://software.intel.com/en-us/articles/a-guide-to-auto-vectorization-with-intel-c-compilers
https://software.intel.com/sites/default/files/8c/a9/CompilerAutovectorizationGuide.pdf
https://software.intel.com/sites/default/files/8c/a9/CompilerAutovectorizationGuide.pdf
http://research.colfaxinternational.com/file.axd?file=2012%2f3%2fColfax_Sandy_Bridge_AVX.pdf
http://research.colfaxinternational.com/file.axd?file=2012%2f3%2fColfax_Sandy_Bridge_AVX.pdf
http://research.colfaxinternational.com/file.axd?file=2013%2f1%2fColfax_Nbody_Xeon_Phi.pdf
http://research.colfaxinternational.com/file.axd?file=2013%2f1%2fColfax_Nbody_Xeon_Phi.pdf


STEPS TO MAKE NPB_EP PARALLWARE-READY

1. Finding the program hotspot

2. Remove global variables

3. Remove structs and enums

4. References to scalars and reduction variables

5. Auxiliary modules

6. Unsupported control flows

7. Declaration scope of variables



 
Step 1: Finding the hotspot

Not a profiler
Not an instrumentation tool
Not a debugger
Not a binary compiler



Steps 2-3: Remove globals, structs & enums



PARALLWARE-READY NPB_EP



 
BEST PARALLELIZATION STRATEGY FOR SPARSE CODES?

Source: Paper OpenMPCon (Sep 2015)
Bench:  NPB_EP

Source: Paper EuCAP (Apr 2015)
Bench:  CEM_MOM

atomic

private

private

atomic
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